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These nopjilels, dikekGE TulGkperdktivekpiefrkifed Transformers) or BERT
(Bidkreictidnal Enadder Reprpsientatidn(g frkdn Trandfaamers), serve as a general-
pckposejbasis thah¢an bd kpplied ta pvarriglyppfpdownstream tasks with minimal
aushnpigdtiockm he pawppse wf foundatidk nodels is to offer a versatile and
karisalble piatfokovehat redukek the meedkqr tkaiphilkg models from scratch for
aeMery\nawj applidation} ThewacZzantng }foyrdation" upon which additional tasks
drwdpmains cp Bk Juillkjtherelikjloweriklg khedkarriers to entry for natural
langtragk prioceysing (MLPkatW ofjer Al tasks.
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W most cadesj yowwiltwot yse fouinfation pjokleld as it is because they are text
cpmplepion fnodelk (dneast{f@INLP meksk Whaen these models are fine-tuned
a$ing jRé&inforcked- dgrnopy om Huima®Z¢¢dbadk (RKILF) they are more safer
andraddptive ko géengrial tpsks\ kkeqyestiop-answering, chatbot etc.
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Common approaches to customizing
foundation models (FMs]
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While prompt engineering can be effective in many situations, it has limitations.
It doesn’t involve modifying the model itself, so its adaptability is limited to how
well the prompts are designed. This approach is ideal when high customization
is not critical, but it’s particularly useful for cases where rapid deployment is
required with minimal resources.
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INBXGS, a retrieva®system (e.g. a search engine or database) retrieves
information based on the user’s input. This information is then used to guide or
modify the genergtion process, making the responses more informed and
specif®/RAG is especially useful for domains where the foundation model may
not have the-most up-tofdate or specialized knowledge.

B Soniplexity:BMedium

R SostAMdglium

B Timés Medium

B QualixyCHigh (with sufficient retrieval accuracy)

WhiRAG offers higher customization than prompt engineering, it still doesn’t
involve modifying the model's core parameters. It balances complexity and
quality well, and is often used in scenarios requiring a higher level of context or
speciafized knowledge.

Crshomizati bohayzfikeAkhmeadgvimviod 0§ s sakifig e Y e dcdime difdemdipdigormodel
w{{ededdjafiw)joce bz el wxrediw (Y Z R iiiettedujed it [fucfinet\prxarsnciBer,
teshapawiie WtiselRjTyes) e piXvdopentwoivbdjofovesy pumayied)tgopromipt
edgeuieefiuyjefRRG 3¢ ]ileYuieqs pdeelodahpummdg tifevmdinngie Our A& "GP Shdd
iheidecigjieXeR

Bene-tuning helps improve the model'sfoperformance on specialized tasks, such
as legal document analysis or customer support chatbots. It allows the model to
learn the nuances of the domain and adapt to the specific language or context
relevant t¢ the task. This approach is widely used when precision is critical and
when performancefon spetialized tasks must be maximized.

épietydrorbeotivtedingi o6 i ol i aaa p
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Complexity: High
Cost: High
Time: High
Quality: Very High

bing-tuning offers'the Righést-quality cust®mization but requires significant
investment in time, &ata, and résources. This makes it best suited for
organizations that need & h8gh degree of&pecificity and are willing to commit to
the &sodiated costs.

Tokinin @ FonARati4 M oI BNV SE TR HLIN I ECOEADNFE X @JC N EB P XBX=D; N F:FAOXGF
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This agproaéh is-typically only-Viable for &rge organizations or research
institutions with&ast&egources. It can be used to develop a foundation model
tailore& s@ecifically td a unique Eoblem oddoemain, especially if no pre-trained
foundation model fits thd needs of the organization.

o Complexity: Very High

e Cost: Very High

e Time: Very High

 Quality: Potentially Very High (if data and training are properly managed)

While this method promise& thd highe&t-degi@e of customization and control, it’s
ty@gically reserv&d for use cases where no €Xisting foundation model is suitable
or when-ah erganization wan®& té develop a highly specialized, proprietary model.

WE Fustaimids A

® CUstuidizeituispaBificPUsiriegsiiaads: e.g. H&altBcare — Understand
médical-terminolog&&nd previde accurate responses related to
pati€t’'s health.

& AzipibtododaincspléiRladgudgese.g. binahde —& Teadh financial &
ad&&ounting terms to-provide-good analysis for earnings reports.
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+ Ipnprove Bortext{awaréfedstin #¥espansést kgi Legal Services — Better
Gndersratid &aseHAots athdtlawsid froie usefdl ing%ghts for attorneys.
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¢omplexity cost#idheA%dtguality.
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Biggtrightt appr&add depehd@stod the specific goals;#availablé#esoukces;#aatt et
desk&ed qualitytbidtthe odtput. OrganiQatidn must careftilkp c&nsidaes#hese
factorg Bo&ete&ttthe optimatméthed for customiitigifolindidén mo&iets ba&etl
A heitdnioBr&quite mests.
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Rimpt efgineering

While geriesalile Al taskg4db. span mhulidte € qrtent modalities, they often
BBobe Ptext-Baddd; biuitd This inpu® is. callEd4 prompt and includes the
BsBudEidd, cOrBext,-and@Ry ebRstraintk ysed%o a2Complish a given task.

What yoUEdpSyithXCBaiw P Eis prompting andTiBe model responds with
completiash 7/ Cenjpletion” tah*also beben-teXt-based depending on the model
k2 iBYag 6, Side®@od-&udlio.

If yoiwant 1@ |8afn prEmOE ebgink@ding, 204 ST éheckDut Andrew Ng's short
céarse on [HEOROIEEGEIOCICN/ENOEAIDEAAE CEG®EXIEIS GA®ERDCan be
compl&tedin jukt a cd8gle of hours.

The prombT9auewriee Eb&fare-it is Paséel © the9InoBel, it is converted into
t@kdnd. ¥u;must have atsovse@bEB®@ne UL MEaE providers calculate billing based
on2oKern (18aBe 4t is duekitbdcduserL2M§ puutPDnly tokens. The tokens are
c&¥erkedimo Words7or &tRer rpHalities;&nd j@hed Bogether to form a coherent
Auip(t. tet'sUnddrstadd What;tbkenLarE add 9oxv they are different from the
Wérds tha2 we know of.

Yikeihs

GeleElivie-modcds donv4st ourdrattral ladguage 2ntp @ sequence of “tokens” or
Wordfragmer2ts. Jokers aré Ehe salles7uni® of {ext that a model processes. In
theESimpl&st Gerrds, a@o8en®an represent:

b Advibrd SEYRR\AZ NG DS ZIKSIMZUOV KK LGN S0 ONHitt 4T/ e ZBBE DIKERZ]Z\ LHKMZGVIML

o Subwordsb€omplex words like "unhappiness" might be broken down into
smadller chunks slichlas "un", "happi", and "ness".

§ PundtuationoB &rictbicaRaian cokad SRR e aREmm o8 RitoRusA BopBAS ofshe
&adfitgaRMBRIE dekaHEP

o Winite spfaces Szt a6 Hhadwieoa calnidsialaodcdimd e dakens Mécds AR EEsEsab

eflabtetimdviheHitentucaliRatigren ddvhtdde 9
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LLMs use tokens as their basic building blocks for understanding and
generating language. When a user provides input in the form of a prompt,

the model converts that text into tokens, processes them, and generates output
tokens in return. The model doesn’t understand words directly but works with
these tokens, predicting the next token based on the ones it has already seen.

Bor instance, if the modet has seen tie token "The" and the token "quick", it will
predict that the next taken might be "brown" based on patterns it has learned
during training.

By combining many of these tokens in different ways, the model is capable of
representing an exponential number of words using a relatively small number of
tokéhs — often opRIRRRHEeRBIFFRFO00-100,000 tokens in the model’s
vocabulary. These tokens are derived from a vast dataset of text in multiple
languages, capturing common words, phrases, and subwords. The vocabulary
enables the model to understand and produce various combinations of text
based on statistical patterns it has learned.

$ince moarels like GPT are Sased o#t swbwgodgokenization techniques (e.g. Byte
HainEncoiding g 8RE), the vocabulary isn't limiited to whole words. It can
include common prefixes, sufixes, or even characters. For example, the word
“unhappiness" &@uld be tokenized:inta the subwords "un”, "happi", and "ness",
allowing the model to handleunew or rare words it hasn't encountered directly.

Example of possible number of toens in the following sentence:

(BdoiseN A wAs IAtA AGFN, AAWGURY bePAdBOKEY aldfs b K-

Bigure/B.2 Source of tool: salisaiabHadaUaRyaiRady adduigapURO@*xO0DY

eplab.com | Architectural Patterns for LLMs 10
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Notice the word docked is parted into two tokens by (&#ertAl'#k#lizer, and
similarly the word day’s . You might not know which single word will be parted
into 2 or more tokens just by looking at the words.

Het us take the same senEence and pass part of it to a model, to understand
how tokehs work. CRIBAR@SEBRXSEX I BEC ZerseXhdwasdaikexagainXB&would be
@ kEcdDWill b&first encoded into tokens by the tokenizer.

Bipceljgich e Wi s gt \aifig \ip it Zjgilddfee d
E2BZTAZ A3CBf BEAT ZBA7A 837A2537 4136, 93627263, 328, 1334]

lt is thepseqience of fdbsekanmlcarsH283MyKi363, 5847,18474 ...] that will be
passed to the model as the input.

Model will outp@ball the previous tokens and ‘a new token in the first iteration:
EOBATAZ F36Bf BEAT ABATAL 837A2537; 4736, 9362 7263, 328, 1334, 34].

n the next iteratio¥aall the previous tokengfincluding the new token i.e. 34 will
be passed as the input, and %odel will output all previous tokens plus a new
token:

2z WIpesd2B 2747 36 Bf BEATZBATAf 837A2532; 4136, 9362f 7263, 328, 1334, 34]

2 Dwutpit: §282747 368f BEATIBATAf 83775372 4736, 9362, 7263, 328,
€334,134, 82K

Phis pro&ess of input and output, will continue until the model outputs a special
token caldAvusidptoken. A stop token is a special token used by language
models to indidate phe ebd of a sequence. When generating text, the model
keeps producing tokens until it ncounters the stop token. This helps the model
know when to &op producing further output.

Phe tokenizer also decodes (or convests) the tokens into words. So in our
example, when tH® model would have generated a stop token, the tokenizer will
take tpe sdfuence of tokens and decode them.

SepuenEe ofREkEZS: 2837 788 BZPSAZf 18474, 834,582, 4736, 9362, 7263,
3281834, B4,892,9R842534, 6, 555]

Pokens decoded: [“Because”, “_he”, “_was”, “_late”, “
“_be”, “_dock”, “ed”, “_a", “_day”, “'s”, “_pay”, ", <[s>

Formatte® string: “Because he was late again, he would be docked a day’s pay.”

n o un

_again”, ", “_he”, “_would”,

Bb5 and thereby its decoded string, </s> is represented here as the stop token.

¥ntalDicg; [ AceHEotu¥aRRETAG ASTRSPELMs-™ T



IHPRANMPT ENGINEERING ITable of contents

Notice thé “1"linlsonhe bf the words. Thid indicates the white space. LLMs
chdode tHe output tokehs with!this impli¢itlknowledge of the space between the
wotds. Thd token forlthe word fcat” In hoth the following sentences “The cat”
and 'Cht Ist will Be differént! Formatting thelteixt for the final output is also the
jobloflthe tbkehikzed, WHichlis part of the model stack.

Bd & rule oflthumb, it isledhitnated thet)8! 75 Endlish words ~= 100 tokens, i.e.
1 &! toKerls pér wordl!)¥du can!luse a 1.3 multipHer!to estimate the cost of services
that usd token based pricing.

Bifdonrtesdilgaening

Context refers to relevant informlatibm dr details that you pass to the model, so it
better undetstands the task or topiGand responds appropriately. Passing
contextlallows fot nhore cbherent amd!meaningful interactions with the model.

K We ask &[{fdgbfdhatfistt +110?”, ikinay réturn 20) or some other possible
valud Belchukel we titifipgsspedify 710 Hd10 is bmlarithmetic equation or it’s an
addition prioblern. To make the!madellréspomhd that way you want it to, we provide
exarhplels td thelnhotlel ds partlof thee prompt, and we call this in-context learning.

Ihlabdveldasé we \Will provide!following examples as part of the prompt:
J'H!1lid an addition problem.

YIS isla subtraction problem.

X1 i a multiplication problem.

Y11 iklaxdivision problem.

h'the next éxarhjale, Welask a qu8tibn to #2H#mERY 70B model and also add
the contextdfor thé qudstidn to help the model answer.

£ oA

The findl tdok place biEweeh Ihdialani Australia at Narendra Modi Stadium
on°T>Noverfber with Austrdlid winning the title for the sixth time.

eplab.com | Architectural Patterns for LLMs 12
























































































































































